Building Bridge Profiles Using Lidar and Lidar-derived Digital Elevation Model (DEM)
The objective of this task is to explore a scalable technical solution to building bridge profiles for the State of Texas and build a bridge profile database to enable further development of the state-wide road inundation model.
Data Sources
Bridges
The Texas SNBI Dataset is a Point GIS dataset to record the location of bridges over water in Texas. The location is represented as a point of longitude and latitude coordinates, which is not always the precise location on the bridge. We explored the rich set of bridge attributes in this dataset and found the following attributes important and useful:
· FACLTY_CARRD_BY_STRUC: The name of the road(s) that the bridge carries. The name description often follows the state naming convention, e.g., CR 143 (Country Road 143), instead of popular names, e.g., Pearland Sites Road.
· FEAT_CROSSED: What is under the bridge? It could be another road it crosses from above, or the name of the river steam if it is a bridge over water.
· C04_CULV_COND_RTNG_CD: ‘N’ if this bridge is not a culvert.
The SNBI dataset is in CSV format. We converted to a GPKG GIS format with projection EPSG:4326, which is the most common geographic coordinate system. The November 2025 version includes 53,450 bridge points.
Road Center Lines
The OpenStreetMap (OSM) road dataset is used in this task to represent road centerlines. An important attributed that we found useful in bridge profile building is Bridge = {Y|N}. We use the same OSM dataset used in building the Road Elevation Model (REM) dataset, which is in GPKG GIS format with projection EPSG:3081, the Texas state plane projection system.
A bridge profile may include multiple road segments. If in OSM, there are multiple road center lines over a bridge, there may be multiple bridge profiles on the same bridge, too. In this case, the association of an SNBI bridge point can be used to link these profiles to the same bridge.
We downloaded the OSM road data for Texas from GeoFabrik on March 17, 2025. This version has 1,256,791 road segments, covering 766,318 kilometers (478,949 miles) in length.
River Flowlines
The National Water Model (NWM) static flowline inventory data is used to extract river segments in Texas. A R-Tree index was built to index flowlines for the entire country to accelerate the selection of Texas rivers at processing time. This dataset has a `name` attribute to indicate the name of the river stream. However, we found that there are a significant number of river streams with an empty name value in this dataset. This dataset is downloaded in GPKG GIS format with the Web Mercator projection (EPSG:3857).
TODO Stats:  There are 2,776,734 flowlines compiled in this dataset.
Lidar Data and Digital Elevation Model (DEM)
In the REM dataset, we produced a 3D road center line dataset with 10-meter spacing between coordinates on each line vector. However, 10-meter is too coarse to describe a bridge. We made a decision to re-compute the 3D road center line data at 3-meter spacing. To do this, in addition to re-compute on all lidar collections to derive the surface elevation value of each coordinate pair on any road center line, we also need to derive bare-earth elevation information for the same road center line. With both surface and bare-earth elevation, it is possible to automatically detect the location and the elevation profile of a bridge. 
The same lidar collections provided by TxGIO and hosted on TACC are used to derive surface elevation. We use two DEM sources when deriving bare-earth elevation: the Fathom 3-meter DEM collection and the lidar-derived DEM tiles associated with each lidar collection. The DEM tiles in each lidar collection is finer, often at 3-ft or 1-meter. The total size of lidar and DEM data exceeds 70TB.
The Bridge Profile Workflow
AI-assisted SNBI Data Processing
SNBI documented over 50,000 bridges in the state. We are interested in those that are over water. Overlaying an SNBI bridge point on the flowline data is not good enough: 1) the point location is a rough estimation of where a bridge is and is often inaccurate; 2) the flowline data is extracted from the USGS NHDPlus Medium Resolution (MR) dataset and may not catch small streams; and 3) along coastal area, bridges over sea do not have flowline data to compare against. 
Previously, using the NBI dataset, we developed a rule-based approach to identify profiles for bridges over water. However, the two rules applied to determine if a bridge is over water, i.e. (SRVC_TYPE_UNDER_BRDG in [5, 6, 7, 8, 9] and CULV_COND_RTNG = N), no longer works for SNBI because there is no direct translation of the attribute SRVC_TYPE_UNDER_BRDG in SNBI. We tried an alternative attribute in the rule translation using (C09_CHNL_COND_RTNG_CD in ['2','3','4','5','6','7','8','9’] AND C04_CULV_COND_RTNG_CD = 'N'), but the results were not satisfactory.
We turned to this SNBI attribute FEAT_CROSSED, which has river stream information if the bridge is over water. We developed a text processing tool to parse the text value of this attribute and added an attribute – OVER_WATER – to indicate if a bridge point is over water. However, the value of this attribute is a description text and cannot be directly used as a classification rule. We thus developed a parsing tool that is AI-assisted: we asked GitHub CoPilot with Google Gemini 2.5 Pro LLM backend to collect river names and their abbreviations that could be possibly used in the text value of FEAT_CROSSED. In addition, we also compiled naming conventions for roads as bridges often also cross other roads. We manually verified the correctness of river/road names and abbreviations that AI summarized and created a python parsing code to determine whether the feature crossed by a bridge is of water or road by matching the feature name with collected naming conventions of water or roads. 
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Figure 1. Bridge classification results.

From the SNBI data downloaded in November 2025 (version 5462455943147285140), our tool marked 42,257 out of 53,450 (79.06%) bridges as bridges over water, as shown in Figure 1.
Even though we found this AI-assisted text parsing tool useful, the correctness of the results needs to be verified by experts. It may be possible that there are still unknown naming conventions of rivers/roads in SNBI and there may be exceptions that a same naming convention is used for both water and road, making it impossible to classify a bridge that crosses such features.
Adding Surface and Bare-earth Elevation to Road Centerlines
This step produces 3D road center lines in two GIS datasets: road surface XYZ and road bare-earth XYZ. Computing the first dataset follows the same computing method developed in REM, except that 3-meter spacing is applied to each road center line, instead of 10-meter spacing in REM. Computing the road surface XYZ dataset needs to visit lidar collections, and is, thus, the most time-consuming step. For example, this step for the 12nd district Houston took 28 hours on one NVIDIA A100 80GB GPU card.
The major development is on deriving the bare-earth XYZ road center lines from DEM. Similar to how computation is handled in REM, each DEM tile is the basic computing element. A mapreduce approach is implemented to process massive DEM tiles in parallel on high-performance computing resources at ORNL. The map task is applied to each DEM tile. The bounding box of the DEM tile is compared against the R-Tree index of road center lines and accelerate the intersection operation of tile boundary and roads. Then the actual geometric intersection operation is applied to confirm that a road line intersects the DEM tile boundary. If a road line overlaps the tile boundary, each coordinate pairs on the line are extracted to interpolate the bare-earth elevation value from nearest tile cells. The interpolated value is added as Z value to the coordinate pair. For a road line that only partially overlaps with the DEM tile boundary, Z values also cover only the coordinates within the tile boundary. The output of each map task is an intermediate set of XYZ road lines that may have only partial Z values computed. Once all the map tasks are finished, the reduce task aggregates all partial output into a single output. A road line that intersects multiple DEM tiles gets complete Z value coverage after this step.
We tested two DEM data sources at different spatial resolutions. The Fathom 3-meter DEM dataset was used in Pin2Flood computation. It is organized as 1 degree by 1 degree tiles for the Texas coverage. Therefore, there are only xxxx DEM tiles in this dataset. The map task computation is therefore fast. On the Houston district, it took 30 minutes for the map computation to finish. However, it took much longer on using DEM tiles associated with lidar collections. This is because: 1) lidar-derived DEM tiles have 3-foot or 1-meter resolution, 10 times larger than the 3-meter Fathom data; 2) a TxDOT district may be covered by multiple lidar collections and each DEM tile in each collection needs to be processed because we do not know beforehand which collection gives the best Z value; and 3) DEM tiles associated with multiple lidar collections may have different projections, adding the cost of map reprojection between DEM tile raster cells and road center line vectors. For example, there are three lidar collections that, together, fully cover the Houston district. It took 7 hours to produce the bare-earth road XYZ dataset.
Detecting Bridge Geometry
We use OSM’s road center line as an approximation of a bridge’s major axis line. OSM separates a continuous road into road segments. For each road segment, we have generated its surface and bare-earth elevation profile. We developed a baseline analytical method to detect bridges by looking at the contiguity of road center lines and their elevation profiles.
There are several observations possibilities that make the identification of a bridge’s major axis line complicated: a) a bridge may carry multiple contiguous road segments; b) a long road segment may have several bridges; c) the start and the end point of a road center line are irrelevant to the start and the end point of a bridge; d) the elevation profiles may be problematic, missing data or having incorrect elevation information; and e) two visually connected OSM road lines may not be connected in road line data. We developed an efficient python code to handle a)-c) and build a first version of the bridge profiles to enable the investigation of d) and e). 
The bridge profile detection process includes 3 components.
Building the connectivity graph. If a bridge major axis line is composed from multiple OSM center lines, we first need to know the connectivity of these lines such that we are able to traverse among these lines following connectivity and directions. Since in the GIS road line dataset, the lines are individual features without connectivity information, we build a connectivity graph for each TxDOT district from scratch. 
A key observation that makes building the connectivity graph possible is that in Python, it is possible to construct a hash table (dictionary) that has the key be a tuple. This way, we can use the start and the end point coordinates (x, y) of a road line as the hash key to group all road lines that share a common point. This method indeed works for OSM data because the values of a road line’s end point coordinates (x1, y1) are exactly the same as that of the start point of the next contiguous road line. 
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Figure 2. Incorrect road connectivity if road turn angle is not considered.
On the connectivity graph, a node is a road center line and an edge connects two nodes if they share a common point. We also added a rule to ignore the connectivity if the turning angle between the two road lines is less than 30 degrees, too sharp to be considered connected in real world. Figure 2 illustrates a scenario fixed by considering the turn angle.
The resulted connectivity graph has a set of subgraphs and is often dominated by a single large subgraph along with a few small subgraphs that are disconnected from the large graph. 
TODO Stats: 
Constructing scan lines. Given the connectivity graph, each road center line feature is visited to generate one or multiple scan lines. A scan line is defined as a list of contiguous road lines that include the line feature under investigation. Initially, a scan line includes the line feature only. The scan line is checked to see if it contains a bridge. If not, we extend the scan line by adding its neighboring road lines by looking at the connectivity graph. Up to five road lines can be added to a scan line.
Based on our experiments, rules for constructing scan lines are refined as below.
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Figure 3. Using road direction inferred from OSM road line features to eliminate wrong scan lines that include head-on road lines. Left: a scan line using connectivity only may connect two road lines heading into each other. Right: correct scan lines.
1. We made an observation that in OSM data, in general, the sequence order of points on a road line follows the road direction. For example, if the road line denotes an east-bound road, the points are ordered from west to east. This observation helped eliminate the possibility of cyclic scan lines and scan lines that include two connected road lines that head to each other or go away from each other, illustrated by Figure 3.
2. The Bridge attribute of the OSM road line is generally trust worthy. Therefore, if our baseline bridge detection algorithm does not produce a valid bridge profile, we keep a scan line that is composed of contiguous road lines with Bridge = 1 except for the start and the end road line.
The above empirical rules are implemented in python. A queue is used to manage the expansion of scan lines. Since scan lines start from each road line feature, it is possible that a lot of repetitions can occur: scan line (a, b) can occur when visiting feature a and when visiting feature b. Therefore, we use a hash table to remember if a scan line has been used before. This strategy reduced the computing time significantly.
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Figure 4. An exception in OSM road line data on the Interstate 69 HOV lane in Houston downtown. This lane has different directions in the morning and in the afternoon.
The rules applied in constructing scan lines need have a lot of room to improve. For example, there are exceptions that do not follow the observation that points are ordered to follow road direction. Some express lanes in Houston are in one direction in morning rush hours and in the opposite direction in afternoon rush hours. The sequence order of coordinates on the line, thus, cannot capture the right direction of the road, shown in Figure 4.
Rule-based bridge detection. Given a scan line, a baseline bridge detection algorithm is devised to apply strict rules on how a bridge should look like.
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Figure 5. Bridge major axis line geometry detection rules.
The rules are described as below and illustrated in Figure 5.
1. A bridge starts with small elevation gap (<0.5 meters) between the surface and the bare earth for at least 9 meters, followed by at least 9 meters of large gap (>0.5 meters); and
2. A bridge ends with similar elevation gap pattern, but in the opposite way: 9 meters of large gap followed by 9 meters of small gap; and
3. A bridge major axis line is at least 15 meters long; and
4. All the points between the start and the end have at least 1-meter elevation gap between the surface and the bare earth; and
5. Two thirds of the points between the start and the end have 2-meter elevation gap between the surface and the bare earth; and
6. All the points of a bridge profile must have valid surface elevation values and bare-earth elevation values.
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Figure 6. The Sidney Sherman Bridge, identified by the baseline detection algorithm.
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Figure 7. A bridge elevation profile that could not be identified by the baseline algorithm but is recorded using OSM Bridge attribute.
All the threshold numbers are model parameters and can be adjusted at runtime. We have tried combinations of different rules and found the above rules produced best results in our test district, i.e., the Houston district. Figure 6 shows a bridge detected by the algorithm. If the baseline detection algorithm did not produce a bridge, we also consider a scan line that includes all Bridge OSM road lines in between a bridge. Figure 7 shows a bridge derived from a OSM Bridge scan line.
An interesting finding is that after we apply the bridge detection algorithm, we found a lot more “bridges” than we expected in the test area. It turned out that the algorithm also detected elevation changes caused by an overpass road as a sign for bridge, i.e., when another road crosses a scan line from above, obvious elevation change happens. We then developed rules to detect such use case and classify this kind of “bridge” as overpass. After trying different rules, the final rules that we believe work well to detect overpasses are:
1. The elevation gap between the surface and the bare-earth change starts with a more than 45-degree up slope and ends with a more than 45-degree down slope, assuming that no vehicles can drive on a slope of more than 45 degrees; and
2. The overpass is at least 9 meters long.
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Figure 8. A road with three overpass roads. Above the road indicated by the scan line (in yellow on the right), there are three overpass roads: a major highway in the middle and two higher roads on the two sides. 
Figure 8 illustrates a sophisticated overpass scenario where a road is classified as an overpass with multiple overpass roads crossing above it. It is worth noting that these overpass bridges should be removed in the road surface XYZ dataset to correct the road surface elevation. Also, we learned that identifying these overpasses may be useful: they are high ground locations that can be used for evacuation in severe road inundation scenarios.
The output of this component includes two GIS files: the bridge profile with surface XYZ and the bridge profile with bare-earth XYZ, both in GPKG format and in projection EPSG:3081.
Associating Bridge, Road and River Attributes
Once the geometry of the bridge major axis line is profiled, a JSON record is created to associate SNBI, OSM, and NWM Flowline attributes with the bridge profile attributes. For SNBI, we find the nearest SNBI point to the bridge line if the distance is less than 100 meters. Since it is theoretically possible for a bridge to carry multiple OSM road segments and cross multiple river streams, the mapping of a bridge to OSM roads and NWM flowlines is 1:n, therefore these mappings are stored as a list in the JSON record.
Table 1. Bridge profile attributes.
	Field
	Type
	Description

	bridge_id
	String
	The unique bridge profile identifier

	overlap_road_indexes
	String
	Internal IDs of the roads carried by the bridge, separated by comma

	overlap_road_road_IDs
	String
	OSM IDs of the roads carried by the bridge, separated by comma

	overpass
	Integer
	0: not an overpass profile; 1: overpass profile

	profile_plot_url
	String
	URL to the profile

	distance2nearest_snbi
	Real
	Distance, in meters, of the bridge line to the SNBI point. Null if distance > 100m

	snbi_osm_match
	String
	‘True’: road names in OSM and SNBI match

	snbi_river_match
	String
	‘True’: river names in Flowline and SNBI match


Table 1 lists the bridge profile attributes. bridge_id is the unique identifier of the bridge profile. It can be used to retrieve the XYZ coordinates of the bridge geometry from the two GIS output files. For each bridge profile, we generated a web page that includes attributes and a 2D plot of the bridge major axis line. profile_plot_url is the URL link. On the plot, the x axis is the length of the bridge line in number of sampling points. Since we use 3-meter spacing, the length in meters is the number of points multiplied by 3. Both the surface elevation and the bare-earth elevation along the line are plotted, as well as the area in between.
Table 2. SNBI attributes associated with bridge profile.
	Field
	Type
	Description

	ID01_BRDG_NBR
	String
	The unique SNBI bridge identifier

	FACLTY_CARRD_BY_STRUC
	String
	Which road is on this bridge?

	FEAT_CROSSED
	String
	What is under the bridge?

	BRDG_DESC
	String
	Summary of the bridge

	L05_LAT_DD
	Real
	Latitude

	L06_LONG_DD
	Real
	Longitude

	C04_CULV_COND_RTNG_CD
	String
	Culvert condition. Span bridges have ‘N’.

	GOOGLE_MAPS
	String
	The Google Maps link to the location

	OVER_WATER
	String
	Is the bridge over water? 


Table 2 lists the subset of SNBI attributes carried in the bridge profile attribute. ID01_BRDG_NBR is the unique identifier that, if we need the full record of the SNBI point, we can use to retrieve from the SNBI database. BRDG_DESC has useful text information on the bridge. For example, if the bridge is a culvert, often a brief description of the culvert structure is included here. It is unused by far. OVER_WATER is an attribute we generated to indicate if the bridge crosses a river stream or roads.
Table 3. OSM road attributes associated with bridge profile.
	Field
	Type
	Description

	osm_id
	String
	OSM road ID

	code
	Integer
	

	fclass
	String
	

	name
	String
	Road name

	ref
	String
	

	oneway
	String
	

	maxspeed
	Integer
	

	layer
	Integer64
	

	bridge
	String
	‘T’: part of a bridge

	tunnel
	String
	


Table 3 lists the attributes of the OSM road line dataset that are copied to the bridge profile. osm_id is the unique identifier in OSM. We have used bridge=’T’ to further improve the identification of bridge profile geometry. We use the name attribute to match the road name and the road description in SNBI.
Table 4. NWM Flowline attributes associated with bridge profile.
	Field
	Type
	Description

	feature_id (NWM Feature ID)
	String
	COMID of the river stream

	name
	String
	River stream name

	strm_order (Stream Order)
	Real
	Stream order

	huc6 (USGS HUC6)
	String
	USGS HUC6 code

	nwm_vers (NWM Version)
	Real
	NWM Version

	high_water_threshold
	Real
	High Water Threshold (cfs)

	rf_50_0_17
	Real
	2% Streamflow (cfs)

	rf_25_0_17
	Real
	4% Streamflow (cfs)

	rf_10_0_17
	Real
	10% Streamflow (cfs)

	rf_5_0_17c (20% Streamflow (cfs))
	Real
	20% Streamflow (cfs)

	rf_2_0_17c (50% Streamflow (cfs))
	Real
	50% Streamflow (cfs)


Table 4 is the full list of the NWM Flowline dataset that are copied to a bridge profile. feature_id is the unique identifier in the flowline dataset. We use the name attribute to match the river stream name with the name of the feature in SNBI that describes the feature underneath a bridge.
Bridge-Road-River Attribute Validation using Large Language Models (LLMs)
The analytical approach developed for bridge profile identification produced the first version of the bridge profiles for the Houston district. We conducted a preliminary validation of the results by matching what SNBI says about the bridge and what the bridge profile attributes indicate on the roads it carries and the river streams it crosses. 
Specifically, if a bridge profile has a nearby SNBI bridge point, we tried to match SNBI's FACLTY_CARRD_BY_STRUC, i.e., the road the bridge carries, with an OSM road name. Furthermore, if a bridge profile intersects an NWM flowline, we tried to match SNBI's FEAT_CROSSED, i.e., the river/road under the bridge, with the river stream associated with the NWM record. If both matched, it is highly likely that this bridge profile is indeed a bridge over water. If only the first match is true, at least we know SNBI says consistently about the name of the road that the bridge carries.
If done by human beings, this check is costly. We experimented an AI approach at ORNL. A simple agentic AI framework is developed for using LLMs. A local LLM server is set up at the ORNL Research Cloud using an NVIDIA A100-SXM4-80GB GPU card. Several open LLM models are hosted on the server for the experiment, including:
· gpt-oss:120b. A model with 120 billion parameters, released by OpenAI in August 2025.
· gemma4:31b. A model with 31 billion parameters, released by Google in April 2026.
· nemotron-cascade-2:30b: A model with 30 billion parameters, released by NVIDIA in March 2026. 
An agent orchestrator was coded using Stanford’s DSPy agentic AI framework to control the interactions with backend LLMs and manage the prompt context. A python tool was developed to automate the validation process for all the bridge profiles. After initial testing, all three LLMs can be loaded fully on the GPU card, but Google’s Gemma4 outperformed gpt-oss and nemotron. Therefore, Gemma4 was chosen as the LLM.
For each bridge profile, we ask the LLM two questions:
· "This is a standalone question: do you think \"{snbi_osm}\" and \"{osm_name}\" refer to the same road in Houston, Texas? answer yes or no only."
· "This is a standalone question: do you think \"{snbi_river}\" and \"{river_name}\" refer to the same river in Houston, Texas? answer yes or no only.
Where the value of snbi_osm is the road description in SNBI’s FACLTY_CARRD_BY_STRUC attribute value; osm_name is the value of OSM's name attribute; snbi_river is the value of SNBI’s FEAT_CROSSED attribute; and river_name is the value of the NWM Flowline's name attribute.
To further understand how the answer is derived by LLM, the reasoning mode is turned on to record the reasoning steps in LLM’s model inference. The reasoning log is kept for expert evaluation, too.
For the Houston district, 8,127 bridge profiles that have an SNBI point association were tested. SNBI road names matched OSM road names for 56.58% of the bridge profiles. SNBI features matched 18.79% river stream names in NWM Flowline data. 15.61% of the profiles have SNBI match both OSM roads and river streams. The low matching rate on river stream names attributes to: 1) a lot of bridges did not find a flowline intersection in the bridge profile detection algorithm, compared to the fact that at least one OSM road has to be associated with a bridge; and 2) a lot of minor river streams have no name information in NWM Flowline data. 
Regarding the computational performance, Gemma4 took 12 hours with reasoning, significantly slower than without using reasoning, which took less than one hour.
Our preliminary assessment on the reasoning log suggests that:
1. The most recent LLM advances may become a promising solution to help automate the validation of the bridge profile. Specifically, LLM learned how to map common road names recorded in OSM and the road code in SNBI. For example, Gemma4 thought the OSM road North Grand Parkway West is the same as the SNBI road description SH 99 NB by reasoning that: 1) SH 99 is state highway 99, north bound; 2) SH 99 is the state highway designation for the Grand Parkway in Houston; and 3) North Grand Parkway West also matches the NB direction information.
2. We should not trust LLM’s assessment until thorough investigation by domain experts. Even when the reasoning seemed “making sense”, we do not have domain knowledge about roads and bridges and cannot verify whether LLM’s output is correct or not.
3. There are data errors or inaccuracy in SNBI, OSM, and Flowline data that LLMs have no way to know and thus may lead to wrong decisions. These errors, unfortunately, need to be fixed following a QC process that is difficult to automate.
Appendix A documents our findings in more details.
Next Steps
· We are running the bridge profile computation process for the entire state of Texas. The code version used in this run is Alpha 10 (internal review).
· The evaluation of the approach and the output bridge profiles needs to engage thorough investigation from transportation experts, particularly on:
· The baseline detection algorithm and the configuration of the algorithm parameters;
· The correctness of the AI-assisted classification of SNBI points over water; and
· The correctness of the name matching between SNBI and OSM/Flowline.
· Based on the evaluation feedback, develop a Beta version of the workflow and compute for the entire state.
Appendix A: Examples of LLM Reasoning
Reasoning examples in which LLM thinks SNBI matches OSM/Flowline names:
· 2026-04-07 09:53:48,220 - INFO - ROAD MATCH bridge_id: 414, snbi_osm: FM 1128, osm_name: North Masters Street, match? yes, answer: yes, reasoning: FM 1128 is the official Texas Department of Transportation designation for the road known locally as Masters Road (or North Masters Road) in the Houston/Harris County area.
· 2026-04-07 09:54:43,909 - INFO - ROAD MATCH bridge_id: 425, snbi_osm: IH 610, osm_name: East Loop North, match? yes, answer: yes, reasoning: IH 610 is the loop highway that encircles downtown Houston. "East Loop North" is a specific segment or designation for a portion of that same highway (Interstate 610). Therefore, they refer to the same road.
· 2026-04-07 09:55:30,115 - INFO - ROAD MATCH bridge_id: 431, snbi_osm: CR 143, osm_name: Pearland Sites Road, match? yes, answer: yes, reasoning: Pearland Sites Road is located in Brazoria County, Texas, and is designated as County Road 143 (CR 143).
· 2026-04-07 09:55:52,029 - INFO - ROAD MATCH bridge_id: 435, snbi_osm: ELDRIDGE RD SB, osm_name: North Eldridge Parkway, match? yes, answer: yes, reasoning: In Houston, Texas, "North Eldridge Parkway" is a major thoroughfare. In many mapping systems, traffic reports, and local usage, it is frequently referred to as "Eldridge Rd." The "SB" in "ELDRIDGE RD SB" simply denotes the "Southbound" direction of the road. Therefore, they refer to the same physical road.
· 2026-04-07 10:40:46,620 - INFO - ROAD MATCH bridge_id: 778, snbi_osm: IH 69 / US 59 SBFR, osm_name: Southwest Freeway Frontage Road, match? yes, answer: yes, reasoning: "IH 69 / US 59" is the highway designation for the road commonly known as the "Southwest Freeway" in Houston, Texas. "SBFR" stands for "Southbound Frontage Road." Therefore, "IH 69 / US 59 SBFR" specifically refers to the southbound frontage road of the Southwest Freeway. Both terms describe the same physical road infrastructure.
· 2026-04-07 09:57:54,772 - INFO - ROAD MATCH bridge_id: 443, snbi_osm: SH 99 NB, osm_name: North Grand Parkway West, match? yes, answer: yes, reasoning: SH 99 is the state highway designation for the Grand Parkway in the Houston, Texas area. "SH 99 NB" refers to the Northbound direction of this highway, and "North Grand Parkway West" refers to a specific section of the same road. Therefore, they refer to the same road.
· 2026-04-07 09:58:32,970 - INFO - ROAD MATCH bridge_id: 451, snbi_osm: BW 8 WBFR, osm_name: North Sam Houston Parkway East, match? yes, answer: yes, reasoning: "BW 8" is a common abbreviation for Beltway 8, which is the official name of the Sam Houston Parkway in Houston, Texas. "WBFR" typically stands for "Westbound Frontage Road." Therefore, "BW 8 WBFR" refers to the westbound frontage road of Beltway 8, and "North Sam Houston Parkway East" refers to a specific section of that same highway system. Both refer to the same road infrastructure.
· 2026-04-07 10:04:48,658 - INFO - ROAD MATCH bridge_id: 501, snbi_osm: IH 45 NBML, osm_name: Gulf Freeway, match? yes, answer: yes, reasoning: "IH 45" refers to Interstate 45, which is locally known as the "Gulf Freeway" in Houston, Texas. "NBML" stands for North Bound Main Lanes, which is a specific part of that road. Therefore, they refer to the same road.
· 2026-04-07 10:06:25,905 - INFO - ROAD MATCH bridge_id: 512, snbi_osm: SH 288 SB, osm_name: Nolan Ryan Expressway, match? yes, answer: yes, reasoning: State Highway 288 (SH 288) in Houston, Texas, is commonly known as the Nolan Ryan Expressway. "SB" simply indicates the southbound direction of that highway. Therefore, they refer to the same road.
· 2026-04-07 10:08:16,215 - INFO - ROAD MATCH bridge_id: 531, snbi_osm: BW 8 EB CONN A, osm_name: North Sam Houston Parkway East, match? yes, answer: yes, reasoning: "BW 8" is a common abbreviation for Beltway 8, which is the official name for the Sam Houston Parkway in Houston, Texas. "EB" stands for Eastbound, and "CONN A" refers to a specific connector on that road. Therefore, both terms refer to the same road infrastructure.
Examples that we think LLM misclassified:
· 2026-04-07 09:42:19,367 - INFO - RIVER MATCH bridge_id: 1, snbi_river: VINCE BAYOU TRIBUTARY, river_name: Vince Bayou, match? no, answer: no, reasoning: A tributary is a stream or river that flows into a larger stream or main stem river. Therefore, a "Vince Bayou Tributary" is a separate branch that feeds into "Vince Bayou," meaning they are not the same entity.
· 2026-04-07 15:33:34,537 - INFO - ROAD MATCH bridge_id: 3831, snbi_osm: IH 45 SB / BW 8 WB, osm_name: North Freeway, match? no, answer: no, reasoning: "North Freeway" is the common local name for Interstate 45 (I-45) in Houston, Texas. The string "IH 45 SB / BW 8 WB" refers to a specific intersection or interchange between Interstate 45 Southbound and Beltway 8 Westbound. Because Beltway 8 is a distinct road from I-45, the combination of the two does not refer to the same single road as the "North Freeway."
· 2026-04-07 15:33:42,983 - INFO - ROAD MATCH bridge_id: 3834, snbi_osm: 25TH AVENUE N, osm_name: 25th Avenue, match? no, answer: no, reasoning: In address normalization and geographic data, a cardinal direction (such as "N" for North) is a significant modifier. In a large city like Houston, Texas, the presence of a directional suffix typically distinguishes one road from another (e.g., 25th Avenue North vs. 25th Avenue South, or a specific 25th Avenue North vs. a general 25th Avenue). Because "25TH AVENUE N" contains a specific directional identifier that "25th Avenue" lacks, they are not considered the same road in a strict identification context.
Examples that we think too good to be true, possible due to LLM hallucination:
· 2026-04-07 15:55:57,814 - INFO - ROAD MATCH bridge_id: 4072, snbi_osm: FM 525, osm_name: West Hardy Road, match? yes, answer: yes, reasoning: FM 525 is the official Texas Department of Transportation (TxDOT) designation for Hardy Road in the Houston area. Therefore, they refer to the same road.
· 2026-04-07 15:55:57,815 - INFO - ROAD MATCH bridge_id: 4072, snbi_osm: FM 525, osm_name: Aldine Bender Road, match? yes, answer: yes, reasoning: FM 525 (Farm to Market Road 525) is the official Texas Department of Transportation designation for the road known locally as Aldine Bender Road in the Houston/Harris County area.
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Figure A-1. A data error in SNBI
When there is a data error in data sources, LLM makes a wrong decision consequently. In Figure A-1, when reasoning about name matching between an SNBI point (the red circle) and a bridge profile on the river stream name, SNBI record shows the feature that the bridge crosses is JONES CREEK, while in NWM Flowline data, the river stream name is Oyster Creek. Therefore, the matching failed. However, this is due to a subtle mis-labelling in SNBI. We can see that the bridge is very close to the confluence where Jones Creek joins Oyster Creek. The bridge is over Oyster Creek but incorrectly recorded Jones Creek as the feature underneath. This scenario is difficult to resolve in an automated way.
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’ OSM line coord sequence does not always
| shows the road direction correctly,
especially when a lane has “two”
directions:

This is an express lane, going in one direction in morning rush hours
and in the opposite direction in afternoon rush hours
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